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Abstract—With the increase in mobile devices there is also an
increase in demand for IP mobility across networks. Although
not created for that purpose, the LISP protocol offers a clean
solution for mobility, via an end-to-end map/encap scheme. The
solution offered by LISP allows a mobile device to keep its IP
address even when changing networks.

LISP’s mobility method, however, breaks when the mobile
device does not have access to a publicly routable IP address,
which is to be expected in today’s NAT dominated world. The
LISP proposed NAT traversal solution suffers from suboptimal
routing and unnecessary provider dependance. This has two
major effects: increased latency, which is especially worrisome on
short lived connections, and worse performance due to extended
reconfiguration time during mobility events.

In this paper we propose an alternative NAT traversal
mechanism for LISP, by adding LISP functionality to the NAT
device. The evaluations performed, by simulation and over a
proof of concept prototype, show that both hindrances may be
suppressed. Additionally, our experience shows that, at least for a
mobile device, the LISP control plane is uselessly overburdening.

I. INTRODUCTION

There is no doubt that most devices accessing the Internet
are, or soon will be, mobile. Today most applications used by
these mobile computers, tablet computers, smart phones, . . . ,
are of the client/server kind, and web-based, where the mobile
acts as the client, and are, therefore, compatible with scenarios
where devices change IP addresses, without significantly hin-
dering the quality of user experience. Delivery of video over
HTTP, based on the download of successive small chunks of
video, may also allow users to not be hampered by IP address
changes in the middle of video streaming sessions.

However, applications like voice calls, games, and all those
requiring that hosts act as servers, may benefit from a solution
where the change of network point of attachment is transparent
to applications. These solutions may be deployed using some
form of Mobile IP, which is a concept proposed, normalized,
and implemented in different flavors, for more than 20 years
now [1]. However, with the exception of solutions directly
implemented by cellular operators [2], it has not yet been
widely deployed with full freedom of network attachment. The
deployed solutions do not encompass scenarios where users
can seamlessly roam across different operators or simultaneous
use several network interfaces connected to different operators,
without changing IP addresses.

Most traditional Mobile IP solutions are not fully end-to-
end and require the deployment of special equipment in opera-
tor’s networks. Lack of demand, or lack of business models (or

conflicting interests among operators and users), may explain
why fully transparent mobility has not been widely adopted.
Thus, we believe that both reasons mandate that the most
viable, flexible and interesting Mobile IP solutions, allowing
hosts to change network attachment, or simultaneously exploit
attachments to more than one operator’s network, are those
fully end-to-end.

Among the most recent fully end-to-end proposals to sup-
port full IP mobility, are those supported in the identifier/loca-
tor split approach and in map/encap solutions [3], like Mobile
LISP [4] or HIP [5]. These solutions support the simultaneous
use of different communicating network interfaces, connected
to different providers, as well as change of providers assigned
IP addresses (locators). Transport and application layers only
see IP identifiers (a new layer of special IP addresses), that are
independent of location and network attachment, and become
relieved of locators changes.

The Mobile LISP solution only requires the deployment
of a mapping service and a set of gateways to the traditional,
locators-based Internet, and the installation of a Mobile LISP
module in each host. The former are deployed [6]; the latter
is available as a user level daemon for Linux and Android [4].

By the same reasons that makes us believe that a fully user
level solution is more interesting and viable, we also believe
that a Mobile IP solution should also be fully compatible with
NAT. Even if IPv6 becomes the dominant IP version, tradition,
ease of use and the (rudimentary) security features provided
by NAT, show that the currently dominating NAT-based IP
addressing world is not close to an end. Thus, provision of
NAT traversal features in a Mobile IP solution is a must and
required feature. Its deployment will also provide a natural
NAT traversal solution for all application layer protocols.

NAT support has been proposed for LISP [7, 8] based on
a special proxy server, named RTR (Re-encapsulating Tunnel
Router), that implements a kind of home-base for the mobile
host. Mobile hosts behind a NAT box, are connected to their
RTR by a tunnel, and have this RTR’s public IP address
as locator. In its current form, it has two drawbacks. First,
without deployment of RTR servers near each NAT device, it
introduces suboptimal routing, a shared hindrance with some
Mobile IP solutions. Second, the way the RTR public IP
addresses are acquired, mandates that the choice of the best
RTR for the mobile is mostly controlled by the mapping
operator, and not freely controlled by the mobile device.

In this paper we propose, and evaluate, an alternative
solution for the coexistence of a Mobile LISP based solution,
and a NAT dominated Internet. The solution is based on the



introduction of a small set of LISP related features in each
NAT device, allowing them to act as ETRs (Egress Tunnel
Routers) for incoming LISP encapsulated IP packets. This
solution is independent of mapping and network operators. It
only requires that NAT devices provide, as an extra service,
a mechanism that implements a LISP-based way of NAT
traversal, thus compatible with all transport and application
protocols.

The contributions of this paper are the following:

1) An analysis of the routing and administrative implica-
tions, and an evaluation of their impact, of the current
Mobile LISP NAT traversal proposal.

2) A proposal, which we call, NATL, standing for LISP-
enabled NAT, which prevents both problems.

3) A proof of concept implementation of the NATL
proposal, along with the analysis of the required mod-
ifications to the Mobile LISP node working solution.

4) A set of proposals related to LISP that would im-
prove routing efficiency, operator independence and
simplify NAT traversal.

The paper presents the related work in the next section,
including some criticism of the Mobile LISP NAT traversal
solution. In section III it presents the NATL proposal, and the
treatment of all LISP messages that can cross it. Section IV
presents the evaluation of the proposal and a comparison with
the current LISP solution. The paper ends with a discussion
and conclusions section.

II. RELATED WORK

In this section we introduce the map/encap and locator/i-
dentifier split solutions, using LISP as the main illustration. A
different solution is provided by the HIP [5] proposal. Then
we analyze different NAT traversal solutions proposed for LISP
and LISP-like proposals.

LISP Protocol

LISP is a map/encap protocol which aims to solve the
Internet’s scalability problem[9]. LISP changes the semantics
of the IP address by separating the identifier function from the
locator function. In a LISP-based Internet, each AS is assigned
an Endpoint Identifier (EID) prefix. These EIDs are only
routable inside each AS’ network. However, in order for an
AS to send packets to another AS, the packet has to cross the
DFZ (Default Free Zone), where EIDs are not routable. For
this purpose, the border routers on the AS encapsulate packets
leaving that AS with the Routing Locator (RLOC). These
encapsulated packets will traverse the Internet until they reach
the border router of the intended AS, where the external header
will be removed. Since the EID in the inner header is routable
in this AS, the original packet is delivered to its destined host
(see Figure 1).
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Fig. 1: The LISP map/encap solution

The LISP infrastructure is composed by the following set
of devices:

Ingress Tunnel Router (ITR): placed at the border of
an AS, it obtains EID-to-RLOC mappings by questioning
Map Servers, and then encapsulates outbound packets with
the RLOCs received.

Egress Tunnel Router (ETR): placed at the border of
an AS, it receives inbound LISP packets, removes the outer
header, and routes them to the AS network where EIDs are
routable.

Map Server (MS): these servers implement the EID-to-
RLOC mappings. In the LISP proposal, ETRs are responsible
for the implementation of the mapping service for their own
EID prefix, while a set of mapping servers are used to relay
Map-Request messages from the source of the query, to the
responsible ETR, which must reply directly to the source.
ETRs register their RLOCs with the MSs responsible for the
enclosing EID prefix. However, by using the proxy mode, an
ETR sends a Map-Register message to its MS with its EID
prefix and the set of RLOCs it wants to register, as well as their
priorities and weights (for details, see [11]). By using the proxy
mode, the MS is made responsible to directly answer Map-
query messages. More recently, an hierarchy of MSs, closer
to the DNS one, has been adopted to direct the Map-Request
messages to the responsible ETRs or proxy MSs [12].

The full LISP proposal encompasses another auxiliary map
server (Map Resolver) and two interworking servers (Proxy
ITR / ETR) [11, 13].

LISP supported mobility

Although not its first intent, LISP was adapted to support
network mobility and independence, without requiring the
device to change EID. To this end, the LISP-Mobile Node
(LISP-MN) proposal was introduced [4]. The LISP-MN is a
device using a lightweight implementation of a LISP domain
and acting as ITR and ETR for its EID (prefix). The LISP-
MN is affected an EID (prefix), which never changes when
it changes networks, however, the RLOCs attributed are the
ones provided from the device’s local network interfaces.
The proposal supports fully end-to-end device and network



(EID prefix) mobility if the RLOCs are public IP addresses.
However, when the LISP-MN is behind a NAT device, a new
server is required.

The NAT traversal problem and the RTR solution

The new server, named Re-encapsulating Tunnel Router
(RTR), works as an anchor, routing traffic to and from the
LISP-MN, through the NAT. When connecting to a network,
the LISP-MN device must discover whether it is or not behind
the NAT, and in doing so receives a list of RTR devices from
its mapping server (MS). From this list, the LISP-MN chooses
one and sends through it a Map-Register message, which will
be relayed to the MS. This ensures the RTR can send packets
to the LISP-MN through the NAT, due to the state created
when the Map-Register first left the local network. All that
is needed for the LISP-MN to receive traffic, is for the Map-
Register to contain the RTR’s RLOC. After this, any LISP
device that needs to encapsulate traffic to the LISP-MN, will
do it to the RTR, which in turn will relay it to the LISP-MN
through the previously opened port on the NAT device. From
then on, all LISP-MN traffic will be relayed through a tunnel
connecting it to the RTR server.

This solution, however, causes a level of indirection result-
ing in suboptimal routing. Also, the LISP-MN can only choose
RTRs known from its mapping server and operator. This will
prevent the LISP-MN from using other closer RTR-like devices
like, e.g., the ones provided by an Wi-Fi network the LISP-MN
has access to, and not known by its cellular network operator.

There are other NAT traversal alternatives for LISP-like
solutions. In [14] a solution is proposed for LISP. Instead of
only registering the RLOCs with the mapping servers, ETRs
would register (RLOC, port) pairs. Therefore, encapsulated
LISP packets are now directed to the registered (RLOC, port)
pair and not to the (RLOC, standard LISP port) communication
endpoint, which would be compatible with NAT. Besides
requiring an important change in the LISP data and control
plane proposal, this solution is not compatible with all forms of
NAT, since it requires the NAT device to not control the origin
IP address of the packets it receives. Paper [15] also proposes
a LISP-like solution relieved of the NAT traversal problem.
However, this solution is not end-to-end, restricts a mobile
device to use its current network operators tunnel routers, and
requires all operators to trust and authenticate each other. All-
in-all, it is a solution similar to the mobile solutions currently
provided by cellular network operators.

In the next section, we introduce an alternative solution
for LISP-MN NAT traversal, we call NATL, which stands for
NAT-enabled LISP.

III. NATL – NAT-ENABLED LISP

The NATL proposal adds a new set of functionalities to a
NAT device. NATL aims to receive, process and route LISP
traffic to LISP-MN devices in its private network. This way,
LISP-MN devices are reachable from the public Internet with-
out suboptimal routing. Additionally, the LISP-MN chooses
the most naturally located tunnel re-encapsulation device, and
not the one mandated by the mapping server.

A LISP-MN should first detect whether it is behind a NAT
device or not. To do so, the LISP-MN device can use any of

the already developed alternatives to deal with this problem
(STUN for example). The current solution for NAT traversal,
employed in the LISP beta network [6], uses the messages
Info-Request and Info-Reply, exchanged between the LISP-
MN and its Map Server, for this purpose.

If it is indeed behind NAT, the LISP-MN must know
if the router at the edge of its local network is a NATL
device, or a normal NAT. The LISP-MN then sends a message
(NATL-Check) to the public address detected for the NAT/-
NATL device, which was obtained through the NAT discovery
method. If the NAT/NATL device replies to this message, the
LISP-MN knows it is a NATL device and proceeds to the
registering phase. The response message is called NATL-Ack.
The previous message exchange is a very simple test. If it fails,
the LISP-MN can fall back to other NAT traversal alternatives,
such as the usage of a RTR device. The time out for failure
detection may be low, even more so if the LISP-MN device is
connected through a physical wire, as opposed to a wireless
link.

After determining that it is behind NAT, and there is a
NATL device at the edge of the network, the LISP-MN will
then try to register in the NATL device (see Figure 2). It
starts by sending a message, named NATL-Register, containing
the relevant information to the NATL. It registers the public
address discovered through the NAT discovery process used
earlier, by including it in the Map-Register message. When
receiving a NATL-Register, the NATL device must confirm if
the device trying to register as a client is in fact the owner of
the EID prefix it is trying to register. To this end, the NATL
sends a Map-Request, querying the mapping system for the
corresponding mapping. The response should come in the form
of a Map-Reply containing the NATL’s own RLOC, proving
that the LISP-MN was able to register the mapping and is in
fact the owner of that EID prefix. Given this, the NATL device
accepts the LISP-MN client and sends him the confirmation
message, NATL-Notify, so that it knows it can rely on the
NATL service to receive LISP packets behind the NAT device.
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Fig. 2: NATL-Registration

NATL listens for packets coming from the public Internet
on ports 4341 and 4342 (LISP data packets and control packets,
respectively), and must analyse the LISP header in order to
assess to whom the received packets should be sent to. The
NATL device is also tasked with sourcing any message the
NATL can’t send itself, such as messages that need to have
4342 as their source port, which could otherwise have their
port altered by the NAT. These messages are sent to the NATL
encapsulated in a new message type, NATL-Route.



NATL interaction NAT compatible NAT incompatible
Inbound LISP-Data

NATL-Check Info-Request Inbound Map-Reply
NATL-Ack Info-Reply Outbound Map-Reply
NATL-Register Outbound LISP-Data Inbound Map-Request
NATL-Notify Map-Register Outbound Map-Request
NATL-Route Map-Referral Inbound ECM

Map-Notify1 Outbound ECM
Map-Notify2

TABLE I: Message categorization

Table I shows the breakdown of LISP messages, cate-
gorised by the treatment needed by the NAT device.

1) Messages labelled “NATL interaction” are not reliant on
NAT since they’re exchanged between the LISP-MN device
and the NATL device, never leaving the local network. With
that said, they do not need any extra explanation.

2) Messages labelled “NAT compatible” are generally
client-server type messages initiated in the local network. This
type of message either crosses the NAT from the local network
to the public Internet (therefore not being filtered), or are sent
in response to a message that did, and to the source port of
that message, making them NAT compatible.

Outbound messages: Info-Request, Outbound LISP-
Data, Map-Register.

Response/Inbound messages: Info-Reply, Map-Referral,
Map-Notify.

3) Messages labelled “NAT incompatible” are the messages
that need to receive special treatment from the NATL. These
messages do not work properly in a local network with private
addresses behind NAT, and must be processed by the NATL
service.

Inbound LISP-Data: this type of packet can come from
many different devices with many different source addresses.
Furthermore, all LISP-MNs present in same local network need
to receive data packets in the 4341 port, which is not possible
without NATL intervention. The NATL device analyses the
packet to check the inside header’s destination, if it matches
the EID prefix of any of its clients, the packet is forwarded to
the corresponding local address and local port.

Inbound Map-Reply: this message is sent by an ETR or
Map Server in response to a Map-Request. The corresponding
Map-Request was sent from the LISP-MN. That means there’s
no mandatory state created in the NAT device, associating
the address and port from the responder with an address and
port on the inside. Given this, the message may be filtered
by the NAT device, unless its filtering policy is “Endpoint
Independent”.

Since there’s no information about whom this message
is destined to, the NATL device must have previously saved
information regarding the corresponding Map-Request. When
receiving a Map-Reply, the NATL device will consult the

1As treated in the official Map-Server implementation used.
2As described in the LISP official documentation[11]

previously saved information in order to know to whom to
send it.

Outbound Map-Request: this message itself is compatible
with the NAT functionality. However the Map-Reply originated
by this message is going to need processing from the NATL
device, which means this message must be encapsulated in a
NATL-Route message and sent to the NATL device. The NATL
will save the nonce present in this message and associate it
with the corresponding client, so that it knows where to route
the Map-Reply whenever it arrives.

Inbound Map-Request: this message can be used to
question for an EID-to-RLOC mapping (unless the LISP-MN
registered in proxy mode), as a RLOC reachability probe
or as a Solicit Map Request3. Because of that, this type of
message can come from many different devices with many
different source addresses. The NATL device should analyse
the mapping being requested and check whether or not it
matches with one of the EID prefixes of its clients. In case
it does, the NATL will route the message to that client.

Outbound Map-Reply: this message is sent by the LISP-
MN in response to a received Map-Request. It is encapsulated
in a NATL-Route message and sent to the NATL device. This
message needs to have 4342 as its source port, and it’s not a
given that the mapping done by the NAT device will preserve
it. This way the NATL device will send the message itself,
making sure that the source port is in fact 4342.

Inbound ECM: the Encapsulated Control Message (ECM)
contains a control message, and is used to send/receive mes-
sages to/from the mapping system. It will also sometimes
contain Map-Requests. To deliver them, the NATL device
analyses the inner header and tries to match the EID to one
of its clients EID prefixes. If a match is found, the NATL
encapsulates the ECM in a LISP-Data packet and sends it to
the local address of the corresponding LISP-MN client.

Outbound ECM: Outbound ECMs can contain Map-
Request messages, and that type of message needs NATL
processing. The NATL should route the ECM, saving the nonce
in case a Map-Request is present.

Map-Notify: this message is the response to a Map-
Register message and it arrives in the port 4342, needing NATL
processing. The NATL should check the EID present in the
Map-Notify and match it with one of the EID prefixes of its
clients. If a match is found the message is routed.

As can be seen from this list, the most complicated message
treatment is related with messages of category 3), or NAT
incompatible. As will be discussed in section V, besides LISP-
Data, all others message types could be suppressed, if the LISP
control plane was made simpler.

IV. EVALUATION

In order to assess the gain which can be achieved with
NATL proposal, we ran two experiments by simulation and
developed a prototype NATL for real experimentation. For
the real experiments, we also made changes to the LISP-MN
implementation [4] in order for it to be compatible with NATL.

3Solicit Map Requests are Map-Request with a special header bit set, so
that the receiving LISP xTR/LISP-MN updates that mapping. They’re used to
tell other LISP devices about RLOC changes.



Routing Improvement Assessment - Experiments 1 and 2

Experiments 1 and 2 measure the increase in latency, when
comparing the RTR solution with the NATL solution. Both
experiments take a set of cities, and the geographic distances
between them, to use as a base in the latency estimations.
The data used was collected from the Géant network [16], an
European research backbone, using it to compute the shortest
path between any two cities.

Experiment 1 computes the average latency between a
LISP domain and a LISP-MN, while experiment 2 computes
the average latency between two LISP-MNs. The difference
between them is that in experiment 1 only the LISP-MN needs
to use a RTR, while in experiment 2 both LISP-MNs need to
use a RTR, which will result in added latency between them
in most cases.

To understand better how it works, let’s first look at a
single case of experiment 2, and how the latency difference
is measured. Let’s assume, just for this example, that there’s a
total of 5 cities: Lisbon, Madrid, London, Paris and Munich.
Let’s assume in this specific case LISP-MN A is located in
Lisbon, and LISP-MN B is located in Munich. Also, there are
RTRs in Paris, Madrid and London, which we assume both A
and B know. Let’s also assume both LISP-MNs will choose
the RTR closest to themselves (Madrid for A and Paris for B),
which would be ideal in most practical use cases. The latency
when using NATL corresponds to the latency between Lisbon
and Munich. To estimate the latency between A and B while
using the RTRs, we must add the latency estimations between
Munich and Paris, Paris and Madrid, and between Madrid and
Lisbon.

Given this example of a single case, it’s easier to under-
stand both experiments. We must try every combination of A
and B’s locations, and every combination of both the number
of RTRs, and their locations. When every city has a RTR, the
latency difference between using NATL and RTR is equal to
zero. The total number of different cases for experiment 1 is
(2r − 1) ∗ n2+n

2 , while the total number of different cases for
experiment 2 is (2r −1)∗n2, where “r” is the number of RTR
capable cities, and “n” is the number of cities.

To calculate the average difference in relation to the NATL
solution, all the differences seen in each case are added. We
also sum all the NATL latencies seen in each case. Then, the
differences sum is divided by the NATL latencies sum and
multiplied the result by 100 to obtain the result in percentage.

The formula

m
∑

i=1
RT R[i]−NAT L[i]

m
∑

i=1
NAT L[i]

∗ 100 shows the calculations

used by experiments 1 and 2, where “i” represents a single
case like the one explained above. “m” represents the number
of total cases for a single category (1 RTR, 2 RTRs ...). RTR[i]
represents the latency of case “i” using RTR, while NATL[i]
represents the latency of case “i” using NATL.

The complete set of cities is: Frankfurt, Prague, Paris,
Bern, Athens, Istanbul, Zilina, Riga, Vilnius, Copenhagen,
Amsterdam, Ljubljana, Bucharest, Zagreb, Warsaw, Vienna,
Milan, Tel Aviv, Stockholm, Budapest, Reykjavı́k, Madrid,
Lisbon, Brussels, Nicosia, Oslo, London, Tallinn, Sofia,
Moscow, Luxembourg. With RTR capable cities in bold.
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Fig. 3: Experiment 1

Figure 3 shows the results obtained for experiment 1. As
expected with fewer RTRs there is a higher difference between
both proposals (NATL and RTR). With only one RTR the
increase in average latency is almost 85%, with nine RTRs
it’s almost 17% and with nineteen is roughly 6%.

Figure 4 shows the results obtained for experiment 2.
Again, with more RTRs there is less increase in the average
latency. However, not only is the average latency higher for
experiment 2 compared with experiment 1, but also, adding
more RTRs doesn’t reduce that latency as efficiently as in
experiment 1. The increase in average latency using one RTR
for experiment 2 is almost 91%, with nine RTRs is almost
31% and with nineteen is almost 12%.
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Fig. 4: Experiment 2

As we can see the latency is significantly higher when the
RTR solution is used, for both experiments. Also, this is an
average measurement, in the worst case scenario, the latency
difference can be as much as 1988 ms (both LISP-MN in Tel
Aviv and a single RTR in Istanbul). Additionally, as latencies
were estimated using direct geographic distance between cities,
real values should be higher than those.

Prototype Tests - Experiments 3 and 4

In order to confirm the improvements expected when
using the NATL solution, as opposed to the RTR solution,
we developed a prototype NATL and tweaked the LISP-MN
LISPmob implementation so as to make it NATL compatible.



Using this modified LISP-MN and the developed NATL
prototype, we tried to ping several LISP domains with varied
locations. Then, we compared the results obtained for the
NATL solution4 and the RTR solution5, after 20 probes.

Table II shows the EIDs probed with ping as well as their
RLOCs’ locations, as given by the “iplocation.net” site.

As expected, the RTR solution performs worse than the
NATL, when used in a practical setting. Furthermore, these
tests show that the RTR has even worse performance with
short (distance) connections. An example of this is the test
for EID 153.16.49.81 where the difference between solutions
represents 358% of the NATL performance. Even in cases
where the relative difference between the RTR and the NATL
is somewhat low, the absolute difference is not so small. This
can be seen in the tests performed for EID 153.16.70.113,
where although the relative difference is only 32%, the actual
difference is almost 100 ms, which is not negligible.

Tested RLOC’s Average NATL Average RTR
EID Location latency (ms) latency (ms)

153.16.53.161 Prague, CZ 51.975 137.700
153.16.18.1 Frisco, Texas, US 153.413 222.852

153.16.25.49 Wake Forest, NC, US 106.919 194.250
153.16.67.1 Tokyo, JP 273.303 350.340

153.16.47.161 Moscow, RU 86.431 139.000
153.16.70.113 Xangai, CH 310.769 409.554
153.16.71.1 Ryde, AU 381.993 438.675

153.16.55.65 Rochdale, UK 29.640 112.679
153.16.54.1 Hamburg, DE 56.610 128.078

153.16.49.81 Telford, UK 25.796 118.076

TABLE II: Experiment 3 – ping tests

Experiment 4 – Registering

Another difference between the NATL and the RTR solu-
tions is the registering method. We tested them both to see
which performs better. The registering process ends when the
LISP-MN receives the confirmation from the Map-Server that
the registration went well, by receiving a Map-Notify.

Table III shows the sequence of messages being sent and
received by the LISP-MN, and the corresponding timestamps,
under several registering scenarios. All the timestamps are
expressed in ms.

As we can see, although the NATL registration results in
more messages exchanged, it finishes faster (about half as fast
in this case) than the RTR registration. This happens because of
suboptimal routing of the Map-Register message, and because
all the extra messages used in the NATL registration are
sent/received in the local network, where there is less latency.

When the NATL registration fails, it’s because there was
no NATL in the local network, so the LISP-MN reverts back to
the RTR. The LISP-MN takes roughly one second to determine
there is no NATL, due to the granularity of the timer in this
LISP-MN implementation. This extra time could be as little as

4The LISP-MN is located in a private network served by the NATL; both
are Amazon servers located in Dublin, Ireland.

5The only RTR ever suggested by our Map-Server is located in Trondheim,
Norway.

20 or 30 ms with a wired connection, and about 100 ms with
a wireless one.

Message NATL RTR NATL fails, RTR
Info-Request 2 2 2
Info-Reply 24 23 24
NATL-Check 24 - 24
NATL-Ack 28 - -
Map-Register 28 23 1001
NATL-Register 28 - -
Map-Notify 50 112 1090
NATL-Notify 52 - -

TABLE III: Experiment 4 (timestamps in ms)

V. DISCUSSION AND CONCLUSIONS

The LISP Protocol and the related LISP-Mobile Node
(LISP-MN) proposal and implementation are promising so-
lutions for an end-to-end mobile IP solution. However, in
the current networking environment, most end-user networks
are behind a NAT device, and the LISP-MN needs globally
routable RLOCs. In that case, a (workaround) solution is
available in the form of a relay server, named Re-encapsulating
Tunnel Router (RTR), that provides a NAT traversal service,
while introducing suboptimal routing in the process.

We implemented an alternative solution, which consists in
equipping the NAT device with an additional set of function-
alities, that allow it to receive and route traffic to LISP-MN
clients in its network. All the LISP-MN needs to do is discover
its public address, register that address as its own RLOC, and
register its EID with the NATL. Since with a NAT solution,
IP packets already traverse the NAT device, no special new
trust relation is needed among the LISP-MN and that device.
However, the NATL device verifies using the mapping system
that the LISP-MN owns the claimed EID.

The evaluations show that an RTR-based solution will
significantly increase the end to end latency as compared with
the NATL alternative. Besides, the NATL alternative shortened
the mapping register time which is good news, since it will
decrease disruption due to network changes.

The full implementation of this proof-of-concept test al-
lows two main conclusions. First, the same benefits could
be obtained if each NAT device is equipped with full RTR
functionality. That closer RTR may be easily discovered using
the same protocol we implemented to discover the NATL. This
alternative would bring the same benefits of the NATL solution
by only extending the current LISP NAT traversal proposal
[8]. Additionally, it will also allow the LISP-MN to choose
other, potentially better, RTRs, besides the ones proposed by
its mapping operator.

The second conclusion is related with the fact the NATL
implementation could be quite simpler than the one we im-
plemented. In fact, the LISP data plane only requires that
the NATL provides relaying for inbound LISP data messages.
Outbound LISP data messages are compatible with NAT. All
other relaying features have been introduced to support the
LISP control plane. Since a mobile node should be relieved of
acting as mapping server, it seems natural that it should only



act as a mapping client of mapping servers. If all inbound map-
reply messages come from the queried server, and are directed
to the querying address and port (whatever this port is), they
would be NAT compatible. Also, if the only mechanism used
to trigger a map update is based on the map version mechanism
[13], and piggybacked in data plane messages, no other control
plane and mapping messages, besides map query, update and
reply messages would be needed.

It seems that the LISP control plane is too complex since
too many map related features are integrated with the data
plane. One can suspect that this is the way it is because LISP
has been initially proposed to an environment where the tunnel
routers (xTRs) were simultaneously acting as mapping servers
of their domain. On one hand, everything could be conceived
as if they weren’t, with a clear separation of concerns among
the data and control planes. That would not prevent optimized
implementations where both functions were collapsed in the
same device, but a full separation would also be possible.
On the other hand, if the mapping service protocol was a
client/server one, similar to the DNS, without query relaying,
it would be fully NAT compatible. Both differences, seem to
allow simpler solutions for simple clients. The current LISP
protocol definition mandates a mobile client to deal with a set
of control messages that seem displaced in a simple, resource
hungry device.
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