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Abstract. To implement precise network control, current networks control the
exact path taken by the incoming traffic flows to destination by making use of
multi-path routing implementations. Whatever the way this endeavor is achieved
(e.g., MPLS, VLANs, OpenFlow or any other routing framework), this require-
ment may lead to an explosion of entries in the forwarding tables of network
equipment. In this article we present an algorithm that aggregates many network
paths in a reduced number of trees, thus allowing shrinking the forwarding state
in switching devices. Path aggregation algorithms are often required to reduce
data plane state with different routing approaches, and the presented algorithm
achieves better results than previously proposed algorithms with similar goals.
Additionally, we also show that most types of popular routing and switching
equipment, even using off-the-shelf routing software, may be used to implement
multi-path routing with trees. This highlights the applicability of the proposed
algorithm and its significance in light of the current trend of separating the data-
and the control-planes in modern networks.

1 Introduction

Simple and sound engineering principles have been at the heart of the Internet success,
scale and flexibility. For the last 20 years, Internet’s core routing technologies have been
challenged by several new requirements like huge scale, service diversity, performance
optimization (e.g., load balancing and traffic engineering), security and control (e.g.,
traffic may be rerouted to middle boxes in charge of its analysis and control) and relia-
bility in spite of failures. These new requirements had a significant impact on routing in
backbone networks. Despite all this, we believe that simplicity and flexibility of rout-
ing control and of routers, are mandatory key ingredients of a smooth and successful
operation.

Routing in a network can be based on shortest path routing using traditional Intra-
AS protocols, also known as IGP protocols, like OSPF [13] or IS-IS [16]. This is a
simple, popular and greedy strategy that falls short when the goal is a close and flex-
ible control of the paths supporting the routing of packet flows. However, it has been
shown that it can also support load balancing and multi-path routing in data centers [6].



In enterprise networks, Spanning Tree Protocol (SPT) and VLANs are also a popular
suboptimal and rigid solution. Nevertheless, it has been shown to also support isolation
and multi-path routing in data centers [15]. When the goal is performance optimization,
one may resort to traffic engineering and load-balancing across several paths [26]. Se-
curity may also require a strict control of the paths followed by some flows. Reliability
requires the availability of alternative paths.

Due to the popularity of MPLS to support customer VPNs (Virtual Private Net-
works), and its ability to support from fine-grained traffic controls to carrier grade re-
quirements, the most popular adopted solution in complex backbones makes use of
multi-path routing mechanisms implemented by the way of LSPs (Label Switching
Paths) [18] or other types of tunnels (e.g., GRE [4]). The need for traffic optimization
and strict control is now common to several types of networks besides traditional ISPs
networks, like intra data center [6,15,21] and inter data center networks [9,8]. Scale and
complexity have been continuously growing.

This state of affairs needs simpler and more effective engineering solutions, as well
as core routers shielded from the complexity of dynamic route (re)computation as pro-
posed in [2,3]. This is the direction taken by the Software Defined Networking approach
(SDN) that aims at “separating routing from routers” [5,12,17] to allow a logically cen-
tralized and more flexible control of the way different packet flows are routed. Some
recent publications report traffic engineering and control experiences, e.g., [22,9,8],
that go in that direction. All share part or most of the following tenets:

– keep core routers and switches as simple as possible and concentrated on forward-
ing; their main purpose is to make available the different needed paths; when faults
occur, they only report their occurrence and let the edge (e.g., edge routers, con-
trollers or servers in data centers) adapt to the new situation;

– concentrate any required in-network complexity in edge devices; they are in charge
of load-balancing incoming flows across the available paths; their flow distribu-
tion policies may be pre-computed [22] or are controlled by logically centralized
controllers [9,8];

– execute traffic optimization and other control algorithms offline [22] or by some
logically centralized network controller [9,8], that is aware of the global network
status and traffic demands.

Even when an SDN approach is used to steer traffic routing, in large networks,
due to scalability issues, packet flows are not individually routed [17]. Instead, these
flows are partionned in sets, sometimes called trunks, and routed through tunnels. This
approach is frequent in large backbones and interconnection networks. In the rest of the
paper the terms flow, path and tunnel will be used interchangeably.

Still, due to the diversity of the requirements, the selected number of paths is very
important in these networks, since in a n ingress/egress node network, using on aver-
age k different paths among each edge node pair, kn2 paths are needed. Additionally,
since it is not possible to switch to new approaches by swapping overnight all net-
work equipment and the skills of their human operators, the setup of these paths should
be preferably possible with off-the-shelf equipment and know protocols. Also, there is
a common requirement to those different backbones ecosystems: to reduce as much as



possible the data-plane complexity of the core switching equipment. Thus, whatever the
technology used to control the backbone: traditional IGP protocols, SPT and VLANs,
MPLS or other types of tunnels, or OpenFlow, data-plane complexity reduction is a
common requirement as it promotes making use of cheaper equipment.

In this paper we present an algorithm, we call BOUQUET, to aggregate an huge
number of paths in a reduced number of trees, and show that these routing trees may be
easily supported with affordable equipment and by known traditional protocols. Trees
are a simple way to reduce the data-plane state needed in routers or switches and are
well supported by many of-the-shelf switching equipment. The proposed algorithm per-
forms in better ways than previous similar algorithms presented in the literature, and has
been extensively tested and compared by making use of several types of networks. Ad-
ditionally, we also show that most types of popular routing and switching equipment,
even using off-the-shelf routing software, may be used to implement multi-path routing
with trees. This highlights the applicability of the proposed algorithm and its signif-
icance in light of the current trend of separating the data- and the control-planes in
modern networks.

In the following section (Section 2) the problem is formalized and some known
solutions are presented. We proceed by presenting BOUQUET and by analyzing it in
Section 3. Since BOUQUET is an heuristic algorithm, it requires a careful evaluation
(Section 4). We then proceed in Section 5 with a discussion on the application of the
algorithm and also discuss how multi-path routing making use of trees may be im-
plemented with off-the-shelf equipment and also highlight how it can be used in the
transition to SDN. Finally, we conclude the article in the conclusions section.
Uma outra forma de terminar a secção seria apresentar a lista das contribuições
do artigo fazendo referência às secções ou parágrafos onde as mesmas são apre-
sentadas.

2 Problem statement and known solutions

Deveria ser antes: Problem statement and some known solutions ?
Eu aqui fico sempre com um problema que continua mal esclarecido na minha
cabeça e que necessitamos de discutir. Neste modelo o grafo é não orientado, é
simples e também não consideramos arestas de x para x (lacetes creio eu). Isso
corresponde ao modelo mais simples de rede e mais realista na prática. Depois
só consideramos paths de x para y com x ¡ y, visto que todos os outros paths
necessários para fazer routing são simétricos destes e como as árvores (grafos
não orientados) cobrem-nos também, o problema parece estar bem tratado. Para
fazer routing com árvores está OK, mas para fazer routing com MPLS não está
pois os LSPs são orientados. Por outro lado, ao fazer cálculos sobre a utilização
dos paths para fazer routing com uma matriz, nós somos obrigados a usar todos
os paths calculados e os seus simétricos pois as matrizes não são necessariamente
simétricas. Vale a pena discutir isto nalgum lado? A comparação com o número
de paths necessários à estratégia a la MPLS estão bem calculados?



Consider a network modeled by a graph G = (V,E), simple (a graph without loops
nor parallel edges), not oriented (where (v1,v2) and (v2,v1) denote the same edge),
connected (where there is at least a path between any two nodes), and weighted, being
the weight of each edge strictly positive. Additionally, let N ⊆ V be the set of edge
nodes originating and terminating traffic, and let n = |N|. For all pairs (x,y) ∈ N2, with
x < y (for any total order in N), it is necessary to previously compute (on average up
to) k > 0 distinct paths to support multi-path routing. The set S of these paths has a
total number of different paths p = |S| and p ≈ k n(n−1)

2 , since in certain situations it is
impossible to find k different paths for each pair of nodes, and in some others more then
k will be selected. These paths can be aggregated in a reduced set of trees T covering
them, such that |T | � p. A tree T covers a path p if p exists in T .

As it is evident from the previous section, and clearly highlighted by the total num-
ber of paths computed for testing purposes (see Tables 1 and 2), multi-path routing for
traffic engineering requires the usage of a very significant number of different paths,
of order kn2. Moreover, different classes of traffic and other requirements may still in-
crease path numbers.

If one wants to avoid complex and dynamic routing algorithms in the core of the
network, these paths must be mostly pre-configured, and reducing the state required to
setup them (i.e., the size of the Forwarding Information Base - FIB - in routers) is an
important goal. As it will be presented in Section 5, using trees for this aggregation
is one of the best solutions. Unfortunately, determining the minimum number of trees
needed to cover a set of paths is an NP-hard problem.

Given a set S of simple paths in an undirected, simple and connected graph G, the
aggregation of paths into trees problem consists in computing a set T of trees, with
minimum cardinality, such that each path in S is a path in some tree of T . Recall that a
tree is an undirected, simple and connected graph that is acyclic.1 Without loss of gen-
erality, we assume that every path p∈ S has at least two nodes. There is a subproblem of
ours, named aggregation of paths with the same destination into trees, where all paths
in S have the same destination.

Deciding if a set of paths with the same destination can be aggregated into m ≥ 1
trees is an NP-complete problem [1,14]. Therefore, both optimization problems referred
to above are NP-hard and the known polynomial algorithms for solving them do not
guarantee that the computed set of trees has minimum cardinality. The size of the re-
turned set is the main metric to evaluate their quality.

The subproblem of aggregating paths with the same destination has been studied in
the context of computing MPLS LSPs m-t-p. In [19] it is formulated as a 0–1 integer
linear programming problem. A greedy algorithm is proposed in [1], which basically
aggregates paths (and trees) in decreasing order of the length of their longest “common
suffixes”.

Although the most general problem could be tackled with those algorithms, the
final number of trees would be far from a reduced one. In general, S has k paths for
each pair (x,y) ∈ N2, with x < y. Thus, |S| ≈ k n(n−1)

2 , where n = |N|. Partitioning paths
in S by the destination node would give rise to n− 1 aggregation problems with the

1 A cycle is a path with at least two nodes, where the first and the last nodes are equal and whose
edges are all different.



same destination and, for each one, the minimum number of computed trees would be
k because each of the k paths with the same origin (and destination) would have to be
covered by a different tree. Therefore, the final total number of trees would be at least
(n− 1)k, repetitions being not expected. This strategy will is dubbed strategy LSPs
m-t-p in Section 4.2.
Já me esqueci desta nossa discussão e preciso de refrescá-la

To simplify the discussion, let us consider that a path p = v1v2 · · ·vm−1vm (with m≥
2) induces the undirected graph Gp = (Vp,Ep), where Vp = {v1,v2, . . . ,vm−1,vm} is the
set of nodes and Ep = {(v1,v2), . . . ,(vm−1,vm)} is the set of edges, i.e., Gp has the nodes
and the edges in p. Let also G′ = (V ′,E ′) be an acyclic subgraph of G and p ∈ S. G′ is
said to contain or cover p if Ep ⊆ E ′, and p is aggregable into G′ if (V ′∪Vp,E ′∪Ep) is
an acyclic graph. The insertion or aggregation of p into G′ transforms G′ into the graph
(V ′∪Vp,E ′∪Ep).

In the context of system SPAIN [14,15], whose goals are similar to ours, Mudigonda
et al. developed two randomized algorithms for aggregating paths into acyclic sub-
graphs (not necessarily connected). Due to their randomized nature, both algorithms
must be executed several times, being returned a computed set of subgraphs with mini-
mum size.

The first algorithm is quite simple [14,15]. Initially, the set R of subgraphs is empty.
Set S is traversed randomly and each of its paths, p, is treated sequentially, by testing
if it is covered by some subgraph in R. If that is the case, p is skipped; otherwise,
R is traversed again, in a random order, up to find a subgraph G′ into which p can
be aggregated and p is inserted into G′. When no such subgraph is found, graph Gp
becomes a new member of R.

The second algorithm [14] is much more complex and its full description is outside
the scope of this paper. Essentially, the algorithm has two phases. In the first one, S is
partitioned by the path destination node and each subproblem is solved by a reduction to
the vertex colouring problem. Since the union of all computed sets (which is a solution
of the original problem) can have a large number of subgraphs, the second phase tries
to merge subgraphs in order to reduce the size of the returned set. The motivation pre-
sented by the authors to design this algorithm is the parallel execution of the first phase
(due to the independence of the subproblems). However, the paper does not contain any
comparison of both algorithms from the point of view of performance or the quality of
the solutions. For this reason, our experiments include only the first algorithm whose
implementation is simpler.
As únicas alterações referem-se às referências às tabelas com o número de paths e
expandi a abreviatura FIB

3 Network path aggregation algorithm

Alternativa: The BOUQUET algorithm for path aggregation in trees

BOUQUET aggregates paths into trees in a deterministic way. Starting from an
empty set of trees, paths are successively aggregated into the current trees, creating



a new tree only when their insertion into any existing tree would result in a cyclic
or disconnected graph. The prime difference towards the similar algorithms presented
above is that “pairs of compatible paths” are first inserted in a specific order and into
specific trees.

With some abuse of notation, a set {p,q} with two distinct paths is called a pair,
(p,q), in spite of the order irrelevance. Recall that: the input set, S, is a set of paths in a
graph G; Gp = (Vp,Ep) denotes the graph induced by a path p ∈ S; and a tree t of G is
a connected and acyclic subgraph of G (defined by (Vt ,Et)).

The key notion of “compatibility” is defined over two paths, over a path and a tree,
and over a pair of paths and a tree. Compatibility of two paths will be used to specify
the order in which paths pairs are processed. The two other compatibility types will
be used to identify the tree where a path or a pair of paths is inserted, when there are
several alternatives.

By definition, the compatibility degree of a pair of paths (p,q) is −1, if graph (Vp∪
Vq,Ep ∪ Eq) is cyclic; otherwise, it is |Vp ∩Vq|, the number of common nodes. The
compatibility degree of a path p and a tree t is defined in an identical way: it is −1 if
graph (Vt ∪Vp,Et ∪Ep) is cyclic; and |Vt ∩Vp|, otherwise. The compatibility degree of a
pair of paths (p,q) and a tree t is: −1 if graph (Vt ∪Vp∪Vq,Et ∪Ep∪Eq) is cyclic; and
|Vt ∩Vp|+ |Vt ∩Vq|, otherwise.

Two paths (respect., a path and a tree, or a pair of paths and a tree) are said to be
compatible if their compatibility degree — denoted by compat(·, ·) — is positive. Note
that two paths (respect., a path and a tree) without common nodes are not compatible,
because the union of the corresponding graphs is disconnected. However, a pair of paths
can be compatible with a tree even if one of the paths does not share any node with the
tree (providing the other does).

The following properties, which justify the operations on compatible entities, are
easy to verify:

– If (p,q) is a pair of compatible paths, the graph (Vp ∪Vq,Ep ∪Eq) created with
(p,q) is a tree.

– If a path p and a tree t are compatible, the insertion of p into t, which transforms t
into the graph (Vt ∪Vp,Et ∪Ep), yields a tree.

– If (p,q) is a pair of compatible paths, t is a tree, and (p,q) and t are compatible, the
insertion of (p,q) into t, which transforms t into the graph (Vt ∪Vp∪Vq,Et ∪Ep∪
Eq), yields a tree.

The algorithm comprises four main phases: (i) generation of all pairs of compatible
paths; (ii) aggregation of pairs of compatible paths; (iii) generation of all single paths,
which are the paths in S that were not treated in the previous step (because, for instance,
they are incompatible with any other path); (iv) aggregation of single paths.

In the first phase, the compatibility degrees of all pairs of paths in S are computed.
Compatible pairs will be processed in the second phase, in an order that follows three
criteria: first, in decreasing compatibility degree of the pair; second, in decreasing “ag-
gregation potential” of the pair in S; and, in case of equal compatibility degrees and
aggregation potentials, in decreasing length of the pair (which is the sum of the lengths
of both paths).



The first criterion aims at privileging the pairs whose aggregation is more “natural”,
i.e., those whose aggregation result differs less from each of the paths. The “aggregation
potential” gives priority to pairs of paths that share many common nodes with their
compatible paths. Formally, the aggregation potential of a path p in set S is the sum of
the compatibility degrees of all compatible pairs of S encompassing p:

potAgreg(p,S) = ∑
{q∈S | q6=p ∧ compat(p,q)>0}

compat(p,q).

The aggregation potential of a pair of paths (p,q) in set S is the sum of the aggregation
potentials of p and q in S:

potAgreg((p,q),S) = potAgreg(p,S)+potAgreg(q,S).

Finally, the goal of the third criterion is to treat the longest paths as soon as possible,
when there are more alternatives, deferring those that, in principle, are easier to aggre-
gate.

In the aggregation phase of the compatible pairs of paths, each pair is processed
in the order introduced above, until there are no more pairs left. The algorithm starts
by verifying, for each path of the pair, whether it is covered by some of the existing
trees. Three cases can arise. In the first one, both paths are contained in trees (possibly
different) and the processing of the pair ends. In the second case, none of the paths is
contained in a tree. If there is some tree compatible with the pair, the pair is inserted
into an existing tree (specifyed below); otherwise, a new tree is created with the pair. In
the third case, one of the paths is contained in some tree t and the other (which will be
designated by p) is not covered by any tree. If p is compatible with t, it is aggregated
into t; if p is not compatible with t but there is some tree compatible with p, p is inserted
into an existing tree (see below); otherwise, no tree is compatible with p, so p is ignored
and its aggregation is postponed until the fourth phase.

In the third phase, paths that have not been treated yet are sorted in decreasing order
of length, to be processed in the last step. The processing of a singular path p also starts
by searching a tree that covers it. If there is any, nothing more is done. Otherwise, if p
is compatible with some tree, p is inserted into an existing tree; when p is incompatible
with all available trees, tree Gp is created and added into the result set.

The search for a compatible tree with a path or a pair of paths α returns, in case
of success, the tree t where α will be inserted. That tree is, among all those com-
patible with α, one that maximizes the compatibility degree. Thus, if T is the set of
all existent trees, the tree t ∈ T where α is aggregated verifies: compat(α, t) ≥ 1 and
(∀t ′ ∈ T ) compat(α, t)≥ compat(α, t ′).

The running time of the algorithm is O(|S|3× |V |2), where V denotes the set of
nodes of network G, due to the following. The compatibility degree of two entities
can be computed in O(|V |2) steps, because all nodes belong to V and the length of
any path cannot exceed |V |− 1. Therefore, the first phase is O(|S|2× (|V |2 + log |S|)),
since all pairs of paths are analysed and compatible pairs are sorted. The third phase is
O(|S| × log |S|), due to sorting. In the two aggregation phases, all pairs of compatible
paths and all single paths are processed. As the processing of each pair or single path



requires O(|T |× |V |2) time, where T represents the current set of trees, the total cost of
these phases is O(|S|2×|T |× |V |2). The conclusion stems from the fact that |T | ≤ |S|.

In the following section we now turn to the evaluation of the results of BOUQUET
when used with concrete networks and sets of paths.
As únicas alterações foram: 1) introdução do nome do algoritmo e 2) o último
parágrafo de ligação à secção seguinte

4 Evaluation of BOUQUET

4.1 Networks and path sets used in the evaluation

Besides some particular cases, like some regular networks, given a network and a set of
paths, the optimal solution to the above presented path problem is not known. Therefore,
the evaluation of the performance of the algorithm must embrace: 1. experiments on
synthetic regular networks and path sets for which the optimal solution is known, and
2. experiments with known public backbones and specially selected sets of paths for
which the optimal solution is not known.

We characterize below the path sets selected for testing purposes in all networks. We
call these sets the interesting path sets and will select one such set for each network.
The criteria used for the selection are load distribution and fault-tolerance, since traffic
steering for security often requires a small set of very specific paths.

Synthetic regular networks

Four synthetic regular networks configurations were selected for testing purposes: full
mesh, ring, hierarchical and folded clos. In all of them, the weight of any edge is 1, that
is, all links have cost 1.

In full mesh and ring networks all nodes are origin and destination of traffic. A n-
node full mesh is a clique (as illustrated in Figure 1a). Between any two distinct nodes,
there is a shortest path (with cost 1) and n−2 paths of cost 2. These are the interesting
paths, leading to a set with (n−1) n(n−1)

2 paths. In a ring network each node has degree
2 and there are two (disjoint) simple paths to reach any other node (see Figure 1b). The
set of interesting paths is the set of all simple paths and has 2 n(n−1)

2 elements. In both
configurations, paths can be aggregated into n trees, each one rooted at the origin node.

In traditional small to medium data center networks, hierarchical tree-like networks
are commonly used, see Figure 2a. In these hierarchical networks, the interesting paths
between any two leaf nodes (the only ones that belong to N) are the shortest ones and
there are 22m−1 such paths, where m is the minimum number of levels that must be
climbed to reach the destination node (all these paths are valley-free) 2.

A folded clos network is defined by two distinct layers, forming a bipartite graph,
where each node of the lower layer (which corresponds to the set N) is directly con-
nected to every node of the upper layer. Figure 2b presents a folded clos network with
the same number of nodes in each layer. For each pair of nodes of the lower layer,

2 A valley-free path in this context can be seen as a path that “climbs and descends only once”.



(a) full mesh (b) ring

Fig. 1: Examples of full mesh and ring networks

(a) A two level hierarchical (b) folded clos

Fig. 2: Examples of hierarchical (tree-like) and folded clos networks

the interesting paths are the shortest paths, which are valley-free and pairwise disjoint.
Their number is equal to the size of the upper layer. Therefore, in a folded clos network
with n nodes in each layer, there are n n(n−1)

2 interesting paths, which can be aggregated
into n trees. Those networks are also traditionally used in data centres and have the in-
teresting property of maximizing path disjointness among nodes thus also maximizing
fault-tolerance.

In the first 6 rows of Table 1 the selected regular sintethized networks are charac-
terized in terms of number of nodes, number of edges, number of interesting paths, and
minimum number of trees to cover these paths.

Backbone networks

Seven backbone networks were selected for testing purposes. Only POP (Point-Of-
Presence) level network models were used since routing policies are more relevant at
this level than at specific routers level. Besides, using the routing concretizations pre-
sented in Section 5, several routers of the same POP can be collapsed in one logical one
and ECMP (Equal Cost Multi-Path Routing) can be used to load balance traffic across
several parallel links directly connecting two POPs. Also, public depicted backbones
were preferred to avoid having to resort to synthesized randomized backbone topolo-
gies.

One education and research backbone (Géant), a world wide backbone (NTT Com-
munications) and the network used in [9], a world-wide inter data center (DC) back-
bone, were chosen since their configurations are publicly sketched. These three back-
bones were approximately mapped from their publicly presented diagrams. Addition-



Table 1: Characterization of the networks used in the evaluation of BOUQUET (“–”
stands for unknown)

Network
# nodes # edges n = # min Characterization
|V | |E| |N| paths # trees (as used in this paper)

full mesh 12 66 12 726 12 A clique graph
ring 12 12 12 132 12 A circular graph

hierarchical 2 14 24 8 152 8 A two level tree-like graph
hierarchical 3 30 56 16 2352 32 A three level tree-like graph
folded clos 6 12 36 6 90 6 A bipartite graph

folded clos 12 24 144 12 792 12 A bipartite graph
Abovenet 15 44 15 – – USA backbone

ATT 35 68 35 – – USA backbone
B4 12 19 12 – – World wide inter DC backbone

Géant 32 49 32 – – European research backbone
NTT 27 63 27 – – World wide backbone

Sprint 32 64 32 – – World wide backbone
Tiscali 30 76 30 – – European backbone

ally, we used four commercial ISP backbones mapped by the Rocketfuel project [20]:
Abovenet, ATT, Sprint and Tiscali.

In all those backbone networks, as the link capacities were, in general, not publi-
cized, latency (approximately inferred from the geographic distance between the cities
where the POPs are located) is used as the cost metric. This metric is closely related
to latency inflation which is particularly relevant for selecting paths in wide area back-
bones. To speedup path sets computations, backbone graphs were (iteratively) shrunk
by pruning them from nodes of degree 1, since these nodes do not introduce any extra
diversity or path alternatives. The last 7 rows of Table 1 present the characteristics of
the retained backbone networks.

The number of required paths and trees will increase when used to drive a real net-
work routing configuration. Degree 1 nodes will be reinserted, what will increase the
number of paths, but not the number of trees. Besides, provisioning of different classes
of service to customers will also increase the number of paths and trees by a factor pro-
portional to the number of different traffic classes used. However, all multi-path routing
methods require the same increase in backbone state and control complexity if several
service classes are used. Resource reservation for traffic classes (and therefore for dif-
ferent trees) is outside the scope of this paper. Anyway, in large backbones, shaping and
admission control, when applied, are performed at the edge to relieve core routers of
these concerns.

To select the interesting path sets in each of these backbones we made use of an
algorithm (described in [11]) which selects on average k = 4 paths among any pair
of nodes (POPs) and, therefore, in all these networks N = V . The referred selection
algorithm selects paths connecting any two nodes using several criteria: improve paths
disjointness, avoid using paths that increase latency and the number of edges over the



shortest path ones more than given thresholds, and maximizing the inclusion of shortest
paths in the selected set. The value k = 4 is often referred as adequate in a backbone,
since a value greater than 4 does not allow a very significant improvement in traffic
distribution optimality (see for example [7,9]).

The sets of interesting paths that were selected are characterized in Table 2. The first
four columns of the table characterize the input network, next three columns present
the total paths numbers computed and the average of hop and latency stretches of these
paths over the shortest paths (an average of averages). Latency stretch is expressed in
milliseconds in the same referential used for characterizing link costs. Finally, next
three columns characterize path disjointness, by presenting the percentage of edge pair
path sets with no disjointness, with at least two disjoint paths and with more than two
disjoint paths.

Table 2: Characterization of the path sets used with the presented backbone networks

Network # # # # average average % pairs % pairs % pairs
nodes edges node hop latency without w/ 2 w/ 3 or 4
|V | |E| pairs paths stretch stretch disj. paths disj. paths disj. path

Abovenet 15 30 105 420 1.098 4.92 0 57.14 42.86
ATT 35 68 595 2366 1.209 5.00 16.13 61.68 22.19
B4 12 19 66 264 1.277 12.85 0 87.88 12.12

Géant 32 49 496 1991 1.746 8.49 0 89.52 10.48
NTT 27 63 351 1404 1.042 11.15 0 67.24 32.77

Sprint 32 64 496 1984 1.254 6.49 0 66.13 33.87
Tiscali 30 76 435 1740 0.809 1.69 0 53.1 46.89

4.2 Results of path aggregation

The tests performed with the synthetic regular networks (full mesh, ring, hierarchical
and folded clos networks) were significant to assess the absolute quality of the results,
since the minimum number of trees needed to cover all paths is known (recall Table 1).
Therefore, we can compare the results obtained with the optimal ones. Table 3 presents
the most important data and results. The first columns identify the network, the number
of edge nodes (n = |N|), the desired number of paths between each pair of nodes (on av-
erage k = 4 in backbone networks), and the total number of paths to be aggregated (|S|).
For the regular networks, the minimum number of trees required to cover the paths is
then shown. The next two columns contain the number of trees built by BOUQUET and
the number of graphs computed by the first algorithm proposed for the system SPAIN
(see [14,15] and the discussion in Section 2). The last column presents the number of
trees that would be obtained by the strategy LSPs m-t-p (see again the same section),
which corresponds to (n−1)k.

Being a randomized algorithm, the SPAIN algorithm was executed several times
with the same set of paths. But, instead of defining the exact number of executions (also



Table 3: Results of the path aggregation algorithms. The numbers of executions of the
SPAIN algorithm are presented in Table 4 and its computing times correspond approx-
imately to 100 times the time taken by BOUQUET.

Network n = |N| k |S| min # acyclic subgraphs LSPs
# trees BOUQUET SPAIN m-t-p

full mesh 12 11 726 12 12 56 121
ring 12 2 132 12 12 12 22

hierarchical 2 8 2 or 8 152 8 8 10 56
hierarchical 3 16 2, 8 or 32 2352 32 40 71 496
folded clos 6 6 6 90 6 6 13 30
folded clos 12 12 12 792 12 12 58 132

Abovenet 15 4 420 — 24 26 56
ATT 35 4 2366 — 54 65 136
B4 12 4 264 — 20 20 44

Géant 32 4 1991 — 57 69 120
NTT 27 4 1404 — 42 56 104

Sprint 32 4 1984 — 52 68 124
Tiscali 30 4 1740 — 27 36 116

called iterations) per network, we limited its total execution time to 100 times the time
required by BOUQUET for the same network and set of paths. Table 3 has the minimum
number of subgraphs computed in all iterations. Table 4 presents the execution times of
BOUQUET when executed in Java in a 2.4 GHz Intel i5 CPU with 8 GB of 1600 MHz
DRAM, as well as the thresholds for the total execution time of the SPAIN algorithm
and the number of iterations it actually performed during that time in the same machine.
It is worth noting that this algorithm has been implemented as described in Section 2
and by the authors of [14,15]. Consequently, the output is a set of acyclic graphs, not
necessarily connected (what justifies the common title of the two Table 3 columns that
present the results).

Results show that BOUQUET computes the optimal solution for almost all regular
networks but the hierarchical 3 one, where the result is approximately 25% far from the
minimum. In spite of the allowed running times, the SPAIN algorithm only discovered
the optimal trees with the ring network. In all other cases it returned a number of graphs
between 37.5% (hierarchical 2) and 383% (folded clos 12) far from the optimal. In what
concerns the backbone networks, where optimal solutions are not known, BOUQUET
always outperformed the SPAIN algorithm, except in the B4 case for which both re-
turned equivalent sets. Values in the LSPs m-t-p column are always substantially higher
than those obtained with the two other algorithms, which indicates a lack of effectivity
in that strategy when the goal is to significantly reduce the size of the FIBs in the core
of the network. We will discuss in the next section how the resulting trees can be used
to drive traffic routing in the network.



Table 4: Execution times (in seconds) of BOUQUET, thresholds (in seconds) for the
total execution time of the SPAIN algorithm and corresponding numbers of iterations
performed.

Network
BOUQUET SPAIN

execution time (s) threshold (s) # iterations
full mesh 0.197 19.7 4384

ring 0.002 0.2 2140
hierarchical 2 0.034 3.4 10417
hierarchical 3 16.565 1656.5 71642
folded clos 6 0.012 1.2 3270

folded clos 12 0.302 30.2 2793
Abovenet 0.067 6.7 6169

ATT 2.276 227.6 14125
B4 0.020 2 3247

Géant 1.091 109.1 7533
NTT 0.670 67 7623

Sprint 1.159 115.9 8671
Tiscali 1.885 188.5 33978

Nós estamos sempre a pressupor que o grafo é não orientado mas os paths do
MPLS são orientados. Na verdade nós usamos o dobro dos paths calculado mas o
mesmo número de árvores. O MPLS usa DAGs. Estará a comparação bem feita?
Rever

5 Implementing multi-path routing based on trees

In this section we present and discuss ways of making use of BOUQUET to implement
multi-path routing with off-the-shelf switching or routing equipment in the framework
presented in Section 1. That framework is build on several corner stones: 1. making use
of many precomputed paths in the core of the network, 2. shielding core equipment from
dynamic routing as much as possible, and 3. making edge equipment to be responsible
for packet flow assignment.

This kind of network architecture requires several components with different roles,
and an implementation strategy for each one.

– A logically centralized controller that monitors the network and transforms net-
work management policies into directives to the other components. Its discussion
is outside of the scope of this paper. See [8,9,24] for concrete examples.

– An implementation of a precomputed data-plane allowing to route packets based
on trees in the backbone. This can be implemented by making use of some form of
tagging (e.g., using VLAN tagging) or tunnels (e.g., GRE and IP routes). Making
use of MPLS, even by recurring to multipoint-to-point LSPs, would require more



data-plane entries in switches as has been shown in the previous sections. This is a
popular alternative that we will not discuss further.

– Mechanisms allowing edge routers or switches to direct packet flows to the chosen
paths. This is dependent on the way paths are implemented in the backbone.

The last two points are highlighted below in two concrete alternatives.

Routing with trees using VLANs

In a network of Ethernet switches it is possible to statically parametrize in each switch
a mapping from ports to VLANs [15]. Each tree, encompassing different paths, is then
supported by a different VLAN. With this solution, given the MAC address of the des-
tination, the selection of a path to a destination switch (egress node) is implemented
by choosing the corresponding VLAN tag. Routing is then performed using VLAN
restricted flooding and filtering on the basis of the destination MAC address.

Given the IP address of the destination, it must be mapped to a MAC address, and
a path must be chosen to get to the switch where the destination is directly connected.
Finally, the chosen path is mapped to a VLAN. Authors of the work described in [15]
implemented these mechanisms inside Ethernet drivers of servers in a data center by
recurring to simple mechanisms to replicate the information required to implement the
mappings. To speed up learning specific destination paths in trees, destinations at initial-
ization, periodically or after any migration, broadcast their localization (e.g., by making
use of gracious ARP) to each VLAN by which they are reachable.

However, many other alternatives could be used to manage that information and
performing the mappings, including its dynamic update if virtual machines are allowed
to migrate while keeping the same IP address. Then the way paths and VLANs are
chosen by edge switches may be implemented by using OpenFlow and local controllers.
In this scenario, if needed, it is also possible to implement some sort of mapping of IP
over IP to decrease the number of different MAC addresses known by core switches
in a way inspired from what was proposed in [6] (which only supports load-balancing
with ECMP over all the available paths).

Routing with trees with IP routing

It is possible to implement multi-path routing by the way of several rooted trees using
hierarchical IP addresses and Longest-Prefix Matching. For this purpose, it is possible
to parametrize routers, using static routes in the following way. Each tree t ∈ T is as-
sociated with an IP prefix I (an interval of addresses which size is a power of 2). The
intersection of all the intervals must be empty. Then, each I is partitioned in as many
sub prefixes as the root has descendants in this tree, and each sub prefix of I is asso-
ciated with a different descendant node. This process continues recursively up to the
leaf nodes of the tree. In each node, but the root, the parent prefix is associated with all
the interfaces leading to the parent node, and each sub prefix is associated with all the
interfaces leading to the descendant associated with each sub prefix. Finally, each node
receives an address in its (sub)prefix that it keeps for itself. Any node will have as many
addresses as trees it belongs to [23]. The same applies for the number of static routes



associated with its interfaces. Each router may also have an IP address, in a different
prefix, routed by a shortest-path protocol to guarantee a direct control channel and a
fallback path.

The choice of the path a packet should follow is performed by choosing the address
of the destination router in the tree encompassing the chosen path. This packet address
destination transformation may be performed by the way of tunnels to preserve the
original packet header.

Static routing in conventional low end routers supports the implementation of a net-
work node by the way of several routers and an edge by the way of several parallel links.
By making use of ECMP (Equal Cost Multi-path Routing) and automatic route deletion
when a link fails, simple localized ways of dealing with many faults are immediately
and cheaply available.

Discussion and related alternatives

According to several authors (e.g., [17,3]) and as already mentioned in the introduction,
a vision where, for each different micro flow, state is installed in the core network is not
scalable for intra-AS networking or for intra data center routing. Also, recent proposals
related to the usage of an SDN approach in the wide area intra-AS routing (e.g., [8,9])
rely on the usage of tunnels to avoid (micro) path reconfigurations configurations.

Routing with precomputed trees in the core can also be implemented in core switches
of the network by making use of OpenFlow to control them. However, as all low end
switches support VLANs and static IP routes, their usage in the core seems cheaper and
even more effective since, these devices cheaply support load balancing across equiv-
alent links and routes and many local faults can be locally dealt without the need of
immediate intervention of the central controller.

Routing with trees in a backbone, complemented with an SDN approach where dy-
namic routing reconfigurations are only performed at the edge, seems a scalable way of
simplifying the network core and network control in the same vein as has been proposed
by Casado et al. [3]. In addition, when implemented by making use of off-the-shelf and
cheap equipment and software popularly available in all sorts of networks, it introduces
a novel path for the transition to an SDN controlled network. Other alternatives with
the same goal, like Fibbing, proposed by Vissichio et al. [24,25], and Panopticon, pro-
posed by Levin et al. [10], rely on dynamic reconfiguration of the way the core does
routing. The first one by making fake link state announcements by the controller to an
OSPF or IS-IS controlled backbone, and the second one by building an hybrid network
where OpenFlow controlled parts interconnect other legacy branches of the network.

6 Conclusions

Provider backbone networks need flexible and adaptable mechanisms to support net-
work control with varying demands and promptly adaptation to network faults and
other abnormal events. These goals are often fulfilled using expensive and sophisti-
cated equipments that run distributed algorithms and implement dynamic routing in the
core of the network, as well as a certain degree of links over provisioning.



The quest for a simpler support for network control without sacrificing optimal-
ity, flexibility and adaptability is the main focus of the SDN approach. However, SDN
adoption, to be successful, needs to build a transition path and not cause more harm
than benefit. This concern lead many to envision a simpler core, able to a priori provide
as many paths as required by the edge to adapt traffic to variable requirements.

Unfortunately, the total number of required paths in the core is very important
and their continuous availability requires many different FIB entries in core routers /
switches, what increases their complexity and cost. To address this problem we have
developed the algorithm BOUQUET, to aggregate paths in trees with better results than
the previously proposed algorithms for the same goal. Finally, we show how off-the-
shelf equipment supporting simple protocols may be used to implement routing with a
reduced number of trees, what highlights that simplicity can be achieved by also making
use of trivially available protocols and their most common and unsophisticated imple-
mentations.
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